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What are the differences?

● Tempo
○ Song-level global tempo,  note-level micro timings (inter-onset-interval)
○ Ritardando, phrasing, rubato, 

● Dynamics
○ Overall volume,  note-level accent (velocity)
○ Piano, forte, crescendo 

● Articulations 
○ Legato, staccato (note duration)
○ Pedaling

● Timbre
○ Piano tone, recording conditions 



Audio-to-Score Alignment

● Temporal alignment between audio and score given a piece of music 
○ Audio-to-audio or MIDI-to-MIDI is also possible

[The FMP book]

score

Audio
(waveform)

MIDI
(Piano roll)



Why is Audio-to-Score Alignment needed? 

● Performance analysis
○ Computational musicology 

● Performance assessment
○ Music education and entertainment 

● Score following (real-time alignment)
○ Automatic page (sheet music) turning or scrolling
○ Automatic accompaniment

● Automatic labeling for automatic music transcription tasks
○ But, it is weak labeling



Algorithm Overview

● Convert score (MIDI) to audio using a synthesizer 
○ Align one audio to another audio 

● Extract audio feature sequences from waveforms
○ Chroma feature is the most common choice

● Compute the similarity matrix between two audio feature sequences 
○ Computing distances between all pairs of frame-level chroma features

● Find the optimal alignment path using dynamic time warping

Dynamic
Time Warping

Feature Seq. #1 Similarity
Matrix

Feature Seq. #2 Compute 
the local similarity

Find the optimal 
alignment path



Audio Feature Extraction

● Th chroma feature captures timbre-invariant tonal characteristics

CENS : Normalized Chroma Features (Muller, 2005)

Score 
MIDI

Lisitsa



Similarity Matrix

● Compute the distance between all pairs of frame-level feature sequences
○ Use the Euclidean or cosine distance



Find the Optimal Alignment Path

● There are numerous possible paths from one corner to another
○ How can we find it?



3D Surface Plot View of Similarity Matrix

● Finding the optimal alignment path is analogous to searching for a trail 
route that you can take with minimum efforts when hiking.  

[The FMP book]



Dynamic Time Warping 

● Finding the optimal path of length L that
has the minimum cost in an N x M matrix
○ P = (p1, p2, p3, .. pL)  where pi = (ni, mi) 

(ni is the index of sequence X, 
mi is the index of sequence Y) 

● Three conditions 
○ Boundary condition: p1=(1,1), pL=(N,M)
○ Monotonicity condition  

■ n1 <= n2 <= … <= nL

■ m1 <=m2 <= .. <mL

○ Step size condition
■ Move upward, rightward or diagonal (upper-right)

[The FMP book]

p1=(1,1) 

pL=(N,M) 

1:1 mapping



Finding the Minimum-Cost Path

● Naïve approach
○ Find all possible paths from A to K and calculate the cost for each, and 

choose the path that has the minimum cost.
○ As the number of nodes increases, the number of possible paths increases 

exponentially
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Finding the Minimum-Cost Path

● Observation
○ Say the minimum-cost path passes by a node p,  
○ What is the minimum-cost path from A to p ?
○ It is just a sub-path of the minimum-cost-path from A to K.
○ Thus, we don’t have to compute the cost from scratch; we can use the cost 

computed from the previous nodes. 
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Dynamic Programming (DP)

● The minimum cost is computed by the following equation

● The minimum-cost path can be found by tracing back the computation
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𝐷! 𝑗 = 𝐶! 𝑗 + min
"
{𝐷!#$ 𝑖 + 𝑐"%}

𝐷! 𝑗 : cost up to node 𝑗
𝐶! 𝑗 : local cost at node 𝑗
𝑐"%: transition cost from node 𝑖 to node 𝑗



Dynamic Programming for DTW

● Algorithm
○ Initialization:
D(n,1) = sum(C(1:n,1)), n=1…N
D(1,m) = sum(C(1,1:m)), n=1…M

○ Recurrence Relation:
For each  m = 1…M
For each  n = 1…N

D(n-1,m)
D(n,m)= C(n,m)+ min D(n,m-1)

D(n-1,m-1)

○ Termination:
D(N,M) is distance



Dynamic Programming for DTW

● Toy Example

Similarity Matrix (C) Accumulated cost (D)

[The FMP book]

Alignment



Audio-to-Score Alignment by DTW

C(i,j) D(i,j)



Audio-to-Score Alignment Examples in the FMP Book

● https://www.audiolabs-erlangen.de/resources/MIR/FMP/C3/C3.html

https://www.audiolabs-erlangen.de/resources/MIR/FMP/C3/C3.html


Application: Performance Analysis

● Visualization of tempo and dynamics in piano performances 

https://jdasam.github.io/PerformScore/

https://jdasam.github.io/PerformScore/


Online DTW

● DTW works offline
○ The optimal path is obtained after we arrive the destination
○ What if we want to align audio to score in real time?

● Procedures
○ Set a moving search window and calculate the cost only within the window

■ Time and space cost: quadratic à linear 
○ The movement is determined by the position 

that gives a minimum cost within the current window. 
○ If the position is:  

■ Corner: move both up and right 
■ Upper edge: move up
■ Right edge: move right

Proc. of the 8th Int. Conference on Digital Audio Effects (DAFx’05), Madrid, Spain, September 20-22, 2005
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Figure 2: An example of the on-line time warping algorithm with
search window c = 4, showing the order of evaluation for a partic-
ular sequence of row and column increments. The axes represent
the variables t and j (see Figure 1) respectively. All calculated
cells are framed in bold, and the optimal path is coloured grey.

(step 12). Otherwise the minimum path cost for each cell in the
current row and column is found. If this occurs in the current po-
sition (t, j), then both the row and column counts are incremented
(e.g., steps 20–21); if it occurs elsewhere in row j, then the row
count is incremented (e.g., step 10), otherwise the column count
t is incremented (e.g., step 19). This enables dynamic tracking of
the minimum cost path using a small fixed width band around a
varying “diagonal”.

Since the on-line time warping algorithm cannot look into the
future, its alignment path must be calculated in the forward direc-
tion. In the algorithm above, the function GetInc calculates the
current optimal path as ending at the point (x, y), which we call
the current alignment point. Now, if the kth alignment point is
(xk, yk), there is no way of knowing if this point will lie on the
optimal path for k0 > k. Further, there is no guarantee of continu-
ity between the paths of length k� 1 and k, nor in the sequence of
alignment points (x1, y1), (x2, y2), ..., (xk, yk).

Two approaches can be taken to address this problem. First, if
the application allows a certain amount of latency, then the choice
of alignment points can be based on a limited view into the fu-
ture. That is, for path length k + �, we output the point (x0

k, y0
k),

the kth point on the optimal path to (xk+�, yk+�), which might
be different to the point (xk, yk) calculated for path length k. For
increasing values of �, the path becomes increasingly smooth and
closer to the global optimum computed by the reverse path algo-
rithm of DTW. The second approach applies smoothing directly to
the sequence of alignment points. This requires no future informa-
tion, but it still builds an effective latency into the system. (If the
smoothing function is interpreted as a filter, the latency is equal to
its group delay.) In the system described in section 4, neither ap-
proach was deemed necessary, since if the forward path estimation
is correct, no retrospective adjustment of the path is necessary, and
the path consisting of the current alignment points is continuous.

3.1. Efficiency and Correctness

For each new row or column, the on-line time warping algorithm
calculates up to c cells and makes less than 2c + MaxRunCount
comparisons. We are specifically interested in the behaviour with
respect to the arrival of a new element ut. As long as the slope of
the sequence of increments is bounded (i.e. by MaxRunCount),
then the number of calculations to be performed for each time t is
bounded by a constant.

The correctness of the algorithm (in terms of finding the glob-
ally minimal path) cannot be guaranteed without calculating the
complete distance matrix. Thus, any path constraint immediately
denies this sense of optimality, but as stated previously, minimum
cost paths with large singularities are usually undesired artifacts
of an imperfect cost function. For each incoming data point ut,
the minimum cost path calculated at time t is the same as that
calculated by DTW, assuming the same path constraints. The ad-
vantage of the on-line algorithm is that the centre of the search
band is adaptively adjusted to follow the best match, which allows
a smaller search band than the standard bands around a fixed diag-
onal.

4. TRACKING OF MUSICAL EXPRESSION

In music performance, high level information such as structure
and emotion is communicated by the performer through a range
of different parameters, such as tempo, dynamics, articulation and
vibrato. These parameters vary within a musical piece, between
musical pieces and between performers. An important step to-
wards modelling of this phenomenon is the measurement of the
expression parameters in human musical performance, which is a
far from trivial task [9, 10]. Since we do not anticipate that the
great musicians would perform with sensors attached to their fin-
gers or instruments (!), we wish to extract this information directly
from the audio signal.

State of the art audio analysis algorithms are unable to reliably
extract precise performance information, so a hand-correction step
is often employed to complement the automatic steps. This step
is labour intensive, error-prone, and only suitable for off-line pro-
cessing, so we propose using automatic alignment of different per-
formances of the same piece of music as a key step in extracting
performance parameters. In the off-line case, automatic alignment
enables comparative studies of musical interpretation directly from
audio recordings [11]. If one performance is already matched to
the score, it can then be used as a reference piece for the extrac-
tion of absolute measurements from other performances. Further,
one could synthesise a performance directly from the score, and
avoid the initial manual matching of score and performance en-
tirely. Of particular interest in this paper is the on-line case, the
live tracking and visualisation of expressive parameters during a
performance. This could be used to complement the listening ex-
perience of concert-goers, to provide feedback to teachers and stu-
dents, and to implement interactive performance and automatic ac-
companiment systems. In this section we describe the implemen-
tation of a real-time performance alignment system using on-line
time warping, concluding with an example of an application for
tracking and visualising musical expression.

4.1. Cost Function

The alignment of audio files is based on a cost function which as-
sesses the similarity of frames of audio data. We use a low level

DAFX-3

Live Tracking of Musical Performances using On-Line Time Warping, Simon Dixon, DAFx, 2005



Application: Automatic Page Turning 

Real-time Automatic Page Turning (Arzt, 2007)



Review of Pitch Estimation

● Can be viewed as a task that finds the best pitch sequence among 
numerous possible choices from audio stream 

● The pitch estimation algorithms usually rely on local predictions
○ Even if RNN is used, the output prediction is still independent at each step 

● Can we jointly predict the entire pitch sequence? 

Each prediction is 
independent



Review of Pitch Estimation

● We represent the local pitch prediction as a random variable 𝑞 has 𝑁
states (𝑆1, 𝑆2, … , 𝑆𝑁) and, at each time step, one of the states are chosen: 
𝑞! ∈ {𝑆1, 𝑆2, … , 𝑆𝑁}

● We define the pitch estimation as a problem that finds the most probable 
sequence of states 𝑄 = 𝑞"𝑞#𝑞$…𝑞% given a sequence of observation 
𝑂 = 𝑜"𝑜#𝑜$…𝑜%

● We use a hidden Markov Model (HMM) for the sequence modeling



Hidden Markov Model

● The hidden states is based on the Markov model: the probability 
distribution of the current state is determined by the previous state(s)
○ The first-order:  𝑃 𝑞$ 𝑞%, 𝑞&, … , 𝑞$'% = 𝑃 𝑞$ 𝑞$'%
○ The second-order: 𝑃 𝑞$ 𝑞%, 𝑞&, … , 𝑞$'% = 𝑃 𝑞$ 𝑞$'%, 𝑞$'&

● Given a state, the corresponding observation distribution is independent 
of previous states or observations
○ Each state has an emission distribution (the distribution of observations) 

𝑞!"# 𝑞! 𝑞!$#

𝑂!"#

. . .

𝑂! 𝑂!$# 𝑃 𝑂 𝑞! = 𝑆1 𝑃 𝑂 𝑞! = 𝑆2 𝑃 𝑂 𝑞! = 𝑆3



Markov Model

● Example: the first-order Markov model with 𝑞! ∈ {𝑆1, 𝑆2, 𝑆3}
○ Defined as a 3 x 3 transition probability matrix

𝑆2
𝑆1

𝑆3
S
t

End

𝑃 𝑞! = 𝑆1 𝑞!"# = 𝑆1 = 0.7

𝑃 𝑞! = 𝑆2 𝑞!"# = 𝑆1 = 0.1

𝑃 𝑞! = 𝑆3 𝑞!"# = 𝑆1 = 0.2

𝑃 𝑞! = 𝑆1 𝑞!"# = 𝑆2 = 0.2
𝑃 𝑞! = 𝑆2 𝑞!"# = 𝑆2 = 0.6
𝑃 𝑞! = 𝑆3 𝑞!"# = 𝑆2 = 0.2

𝑃 𝑞! = 𝑆1 𝑞!"# = 𝑆3 = 0.3
𝑃 𝑞! = 𝑆2 𝑞!"# = 𝑆3 = 0.1
𝑃 𝑞! = 𝑆3 𝑞!"# = 𝑆3 = 0.6



Markov Model

● The joint probability of a sequence of states is simple to calculate with 
the Markov model

𝑃 𝑞$, 𝑞(, … , 𝑞) = 𝑃 𝑞$, 𝑞(, … , 𝑞)#$ 𝑃 𝑞* 𝑞$, 𝑞(, … , 𝑞)#$ = 𝑃 𝑞$, 𝑞(, … , 𝑞)#$ 𝑃 𝑞) 𝑞)#$

= 𝑃 𝑞$, 𝑞(, … , 𝑞)#( 𝑃 𝑞)#$ 𝑞$, 𝑞(, … , 𝑞)#( 𝑃 𝑞) 𝑞)#$

= 𝑃 𝑞$, 𝑞(, … , 𝑞)#( 𝑃 𝑞)#$ 𝑞)#( 𝑃 𝑞) 𝑞)#$

= 𝑃 𝑞$ 𝑃 𝑞(|𝑞$ …𝑃 𝑞)#$ 𝑞)#( 𝑃 𝑞) 𝑞)#$



Learning HMM Parameters

● HMM parameters
○ Initial state probabilities: 𝑃 𝑞) → 𝜋*
○ Transition probability matrix: 𝑃 𝑞$ 𝑞$'% → 𝑎*+
○ Observation distribution given a state: 𝑃 𝑂$ 𝑞$ → 𝑏+

● If labels are aligned with audio, estimate them directly from the training 
data and local estimation 
○ Initial state probabilities: class histogram 
○ Transition probability matrix: class-to-class transition histogram
○ Observation distribution: 𝑃 𝑂$ 𝑞$ = 𝑃 𝑞$ 𝑂$ 𝑃(𝑂$)/𝑃(𝑞$) ∝ 𝑃 𝑞$ 𝑂$

● If labels are not aligned with audio, learn them using the EM-based 
estimation

Use the softmax
output of the
local prediction



Evaluating HMM

● Find the most likely sequence of hidden states given observations and 
HMM parameters

𝑆1

𝑆2

𝑆3

Start

. . 

.

. . 

.

. . 

. 𝑆1

𝑆2

𝑆3

End

t=1 t=2 t=3

𝑆1

𝑆2

𝑆3

𝑆1

𝑆2

𝑆3

𝑆1

𝑆2

𝑆3

t=T-1 t=T



Evaluating HMM

● We use dynamic programming!
○ Observation distribution à local cost
○ Transition probability à matrix transition cost

𝑆1

𝑆2

𝑆3

Start

. . 

.

. . 

.

. . 

. 𝑆1

𝑆2

𝑆3

End

t=1 t=2 t=3

𝑆1

𝑆2

𝑆3

𝑆1

𝑆2

𝑆3

𝑆1

𝑆2

𝑆3

t=T-1 t=T



Viterbi Decoding 

● Define a random variable 𝛿! 𝑖 that maximize the probability at 𝑞! = 𝑆(

○ Initialization:

○ Recursion:

○ Termination: 

(from start state)

(Backtracing)

𝛿! 𝑖 = max
-$,-%,…,-&'$

𝑃(𝑞#, 𝑞0, … , 𝑞! = 𝑆1 , 𝑂#, 𝑂0, … , 𝑂!| 𝜆)

𝛿# 𝑖 = 𝜋1𝑏1(𝑂#)
𝜓# 𝑖 = 0

𝛿! 𝑗 = max
#2123

𝛿!"# 𝑖 𝑎14𝑏4(𝑂!)

𝜓! 𝑗 = argmax
#2123

𝛿!"# 𝑖 𝑎14 2 ≤ 𝑡 ≤ 𝑇, 1 ≤ 𝑗 ≤ 𝑁

1 ≤ 𝑖 ≤ 𝑁

𝑃∗ = max
#2123

𝛿6 𝑖

𝑞6∗ = argmax
#2123

𝛿6 𝑖
(the best score)

(à minimizing the accumulated cost) 



Viterbi Decoding for Pitch Estimation 

● Post-processing for pitch estimation

● Note that HMM can be applied to any sequential data
○ Chord recognition, beat tracking, … 
○ Speech recognition, language modeling, motion video analysis/tracking, 

Bioinformatics, …

(Dan Ellis’s E4896 Course Slides)


